
October 26, 2017

CS 361: Probability 
& Statistics

Interval estimates



Motivation

The motivation for confidence intervals is that we usually have a dataset and 
want to make an estimate based on this dataset. If we report a single number, 
we might be plagued with doubts like “well what if I had gotten a slightly 
different dataset? would the number have been much different?”

Interval estimates allow you to make statements like “for 90% of datasets I 
could have gotten, the values I would have gotten my estimate would have 
been in the range [a,b]”



Confidence intervals for Bayesian 
parameter estimates



Bayesian estimation

When we did Bayesian parameter estimation, we had a dataset and a probability 
distribution with some unknown parameter(s) 

We chose a prior distribution and combined it with the data we observed to get a 
function with which we could assign probabilities to values of the unknown 

parameter

We had a distribution for the data—with its unknown parameter—and a 
distribution for the parameter itself



Bayesian estimation

We could have asked other questions of our posterior, though. For example we 
could have said “given the data, what is the probability that theta was in the interval 

[a,b]”

We then chose the value for the unknown parameter that maximized this posterior 
probability distribution

We would have gotten our answer by computing



Example
We have a coin with unknown probability of coming up heads. Starting with a 
uniform Beta prior, suppose we flip the coin 10 times and observe 7  heads. What is 
the probability that theta is between 0.5 and 0.8?

Our posterior is given by

And we have



Example
We have a coin with unknown probability of coming up heads. Starting with a 
uniform Beta prior, suppose we flip the coin 10 times and observe 7  heads. Construct 
an interval [a,b] such that                                         and                                         . This is 
the 90% confidence interval for theta

We have to get some software to solve this for us, but we want to solve for a in

And b in 

Doing so yields the interval [0.435, 0.865]



Bayesian confidence intervals
If the specified level of confidence we are looking for is 1-2u for                      we must 
find an a and b such that

For any value on the RHS the a and b aren’t unique. The reason we are writing it as 
1-2u instead of just p is that we will usually want to find the interval with

and

Which is valid since



Simulation for MLE confidence 
intervals



MLE

When we don’t have a probability model of our estimator, in principle we could collect 
several different datasets, estimate the quantity for each dataset and see how these 

estimates vary.

When we were doing MLE estimation, we had a dataset and a probability distribution 
with some unknown parameter(s)

The data that we observe determined our max likelihood estimate for those unknown 
parameters. Had we seen different data, we would have gotten a different estimate.

Our likelihood function was not a probability function of theta, though. So how can we 
give an interval estimate of theta?



Parametric bootstrap

Instead of collecting multiple datasets we can observe the dataset we have, 
construct the distribution with our max likelihood estimate, and then use that 

distribution to many datasets with the same size as our original dataset

Probability distributions and densities can be used to calculate probabilities, but they 
can also be used with software to generate data. This was the principle we used 

when we were working on simulations. Generating data from a known distribution 
is called sampling from the distribution 

For each “synthetic” dataset we generate like this, we can see what the MLE 
would have been had that been the data we observed. We can use this set of MLEs 

to construct an interval estimate

Generating multiple MLEs this way is a process called the parametric bootstrap



Example
Suppose we have a dataset that comes from a binomial distribution. How will we 
give a 90% confidence interval for an estimate of the parameter of this distribution?

First we compute the max likelihood estimate of theta. Then we generate a dataset 
using software to get random samples from a binomial distribution with parameter 
theta

For this new dataset we calculate what the max likelihood estimate had this been 
the dataset we had seen and record our estimate

We do this a large number of times, getting a list of MLE estimates for theta and we 
report back the interval that contains 90% of these estimates, where 5% of the 
estimates are larger and 5% are smaller than the bounds of the interval



Example

# of datapoints in the original dataset=# of datapoints in the simulated dataset

Parametric bootstrap applied to estimating the 
mean of a normal distribution with known 
standard deviation



Example

In general the size of the interval behaves like



Bootstrap

In general the size of the interval behaves like

This might sound like cheating, but realize that we aren’t getting anything for free 
here. Constructing these synthetic datasets does not improve the accuracy of our 

point estimate in any way. And the N above is the size of our original dataset

All we are doing is answering the question “hey, what if we had gotten a slightly 
different dataset, how much would our estimate have changed?”



Bootstrapping for standard error



Standard error
What was nice about the population mean was that our estimate for it—the 

sample mean—was a normal random variable whose standard deviation—the 
standard error—was easy to reason about. 

This meant that determining a confidence interval involved invoking what we 
know about how much of a normal dataset is going to be within k standard 

deviations of its mean

In general, we might consider any statistic of a sample and want to come up 
with an interval of estimates for what would happen if we could measure that 

statistic in the whole population

Unfortunately it isn’t always straightforward to calculate the standard error of 
our estimate. If we were trying to estimate the median, for example, the standard 

error of the sample median is a bit more difficult to reason about



The bootstrap

The key to getting an interval with MLE was to use a trick that allowed us to 
pretend like we had more than one dataset. We will do something similar here. 

Suppose we have a sample of N items from a population. We compute a bootstrap 
replicate of the sample by sampling N items from our original sample, uniformly 

and with replacement. 

Since we are sampling with replacement, in general our bootstrap replicates won’t 
just be a copy or a simple permutation of our original data.



Example
Suppose we have the following sample of heights of UIUC students in inches: 
{60, 58, 54, 62, 64, 73, 65, 62}. We sample from this dataset uniformly and with 
replacement to get the following bootstrap replicates of our dataset 

{64, 60, 65, 54, 65, 54, 64, 64} 
{60, 73, 60, 62, 62, 73, 58, 60} 
{54, 62, 65, 54, 73, 64, 65, 64}
{64, 58, 60, 60, 60, 54, 65, 62}



Estimating the standard error
If we compute r different bootstrap replicates, we can use the following to get a 
good approximation of the standard deviation of our estimate

Compute S({x}_i) — that is the value of the statistic of interest on the i-th 
replicate for each replicate to calculate

Calculate



Standard error
Now we can construct a confidence interval by looking at the value of our statistic 
for each of the bootstrap replicates and giving a range that contains, say, 95% of the 

data

Or if we have reason to believe that our estimate follows a normal distribution, we 
can use the standard error to bound the data. A 95% confidence interval would be 

given by reporting



Hypothesis testing



Hypotheses and evidence
Assume we have a hypothesis. We will be looking at ways to assess how much 

the data contradicts the hypothesis

We aren’t interested in how much the data supports the hypothesis because in 
general we don’t prove scientific hypotheses true, we just fail to show them to 

be false. One piece of data can show a hypothesis to be false, a mountain of data 
still can’t show it is true



Examples

Patriot missiles: Pentagon claims 80% accuracy. A reporter saw 13 out of 14 
misses

MTG-DAF: we’re told the deck has 24 lands and 36 spells. We draw a 7 card 
hand and get no lands 3 times in a row 



Does the population have this mean?
Suppose we believe the average human body temperature is 95 degrees. Let 
be the random variable evaluated by collecting a random sample of people, 
measuring their temperatures, and computing the average of these temperatures. 
This is the sample mean, then. Which means its expected value is the population 
mean and its standard error is s

If our hypothesis is true, then the following is a standard normal random variable

We can now tell whether the evidence contradicts our hypothesis because we can 
calculate how unusual the sample we actually observed would be if the hypothesis 
were true



Does the population have this mean?
Denote the actual value we observe for the random variable as
and use it to calculate g 

Now if our hypothesis is true G is a standard normal random variable 
which means that for 68% of the temperature samples we could have 
drawn this test statistic above, g, would have been between -1 and 1

If we calculate 

f is the fraction of samples, assuming our hypothesis is true, which would 
have had values less extreme than the one we observed 



Does the population have this mean?
So a value of g with a large absolute value gives an f very close to 1. Which 
means that if our hypothesis was true, we have observed a very unusual sample
—most samples would have given a value of g closer to 0. If assuming our 
hypothesis is true makes our data highly unusual, we can say that the data fails 
to support the hypothesis

Traditionally we look at p=1-f which is called the p-value

We reject the hypothesis we are evaluating if the p-value is sufficiently small. 
The cutoff used in many scientific disciplines is p=0.05 or smaller. A p-value of 
0.05 means that you would see evidence this unusual in about one experiment 
out of twenty if the hypothesis were true


